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Notice 

This document and its contents have been prepared and are intended solely for React 
AI’s information and use in relation to the development of the Network AI Unit 
component of the Flourish project. 

React AI assumes no responsibility to any other party in respect of or arising out of or 
in connection with this document and/or its contents. 

This document is for public release. 

This document has 25 pages including the cover. 
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CHANGE HISTORY 
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15 Feb 2019 0.1 Nic Greenway, RAI Initial placeholder 

 8 Mar 2019 0.2 Nic Greenway Outline content 
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Aimsun 

10 Apr 2019 0.5 Nic Greenway, RAI For internal review.  External review 
comments incorporated 
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1 Introduction 
React AI have been researching applications of neural network (NN) technologies to 
the analysis and prediction of road traffic patterns and behaviour within the Flourish 
project. 

This document is a summary report into the final iteration of the Network AI Unit 
(NAU) built to research road traffic analysis using machine learning techniques in the 
coming era of connected and autonomous vehicles. 

 

1.1 Background 
Flourish is a multi-sector collaboration, helping to advance the successful 
implementation of Connected and Autonomous Vehicles (CAVs) in the UK, by 
developing services and capabilities that link user needs and system requirements.  As 
well as control and interaction at the individual CAV level, Flourish aims to research 
the control and operation at a network level, as CAV technology becomes more 
widespread. 

 

Figure 1.1: Network-Level CAV Interactions 

 

Among other approaches, it was decided to tackle this by the construction of a 
detailed micro-simulation of the Bristol region, forming an integrated research 
package, primarily between three of the Consortium members: Aimsun, Atkins and 
React AI. 

This Simulation, implemented by Aimsun, was combined with Atkins’ CAV Rules 
Engine, and with React AI’s NN technology, to both simulate what a CAV-populated 
world might look like at a network level, and also to investigate how the resulting 
traffic network may be best analysed and serviced. 
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The emphasis overall here, notwithstanding the AV-emulation capability of the Rules 
Engine, is on connected vehicles.  This aligns with the overall Flourish remit of 
investigations into connectivity aspects of CAVs. 

This work was also carried out with reference to the wider Flourish consortium, viz. in 
coordination and discussion with the other Partners, significantly Dynniq on future 
evolution of and integration with regional traffic management systems; Airbus 
regarding their own work on collaborative CAV simulations, and as the relevant work-
package manager within Flourish; and University of Bristol regarding their V2X 
connectivity research. 

 

1.2 Audience 
The audience is primarily internal to the Consortium, viz. React AI, Aimsun and Atkins, 
to act as a status record of the technology situation on the part of React AI and the 
NAU’s interface points to Aimsun and Atkins. 

However, it is also available as a public record for anyone interested in the research 
undertaken.  
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2 Aims and Requirements 
 

The aim of the NAU is straightforward: to predict traffic congestion ahead-of-time. 

This will be done within the context of the Simulation/Rules Engine/NAU arrangement, 
to allow investigation of a future UK road network populated by CAVs (more 
specifically, by CVs). 

The traffic predictions should be in the form of traffic speeds at a given point and 
time; the RE can synthesise these into journey times or other required metrics. 

The data inputs to the trained model should approximate likely future real data 
sources.  The start-point should be the data which would be available if all the 
existing detectors in the Bristol region were hooked up to the RE/NAU, based on 
inductive loops.  Additional data should emulate the probable appearance of data 
obtained from Cooperative Awareness Messages (CAMs) from vehicles.  

 

Compared with previous iterations of the NAU, the final version should adopt an 
inherently more scalable methodology. 

The NAU should also integrate fully with the Rules Engine, enabling the Rules Engine to 
configure, send data, and request and receive predictions from the NAU via a cloud-
based service. 
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3 Implementation 
3.1 Simulation, Rules Engine and AI Unit 
As mentioned above, it was decided to model the network-level impact of CAVs by the 
use of a simulation, combined with a Rules Engine to emulate CAV behaviours and the 
Network UI Unit. 

A primary reason for this is simply that there are neither large numbers of connected 
vehicles (CVs) on UK roads as yet, nor infrastructure to gather information from them, 
so a simulation is the only practical way to model the future situation.  It also provides 
a way to obtain the necessary volumes of data to apply machine learning techniques to 
traffic analysis, and to test the viability of services such as traffic advice systems.  
Accordingly, three interrelated work packages and components were produced: 

 Aimsun produced a micro-simulation of the Bristol region, leveraging their 
years of experience in this area and augmenting it with CAV-related 
functionality, and enhanced API capabilities. 

 Atkins created a Rules Engine (RE), using the new API capabilities to allow the 
RE to emulate CV and CAV behaviour within the Simulation. 

 React AI created a NN-based predictive engine, the NAU, to produce traffic 
predictions based on inputs from the Simulation. 

Note that the details of the Rules Engine and its interaction with the Aimsun 
Simulation are covered in more depth in the final reports from Atkins; this document is 
focused on the NAU. 

 

3.1.1 Simulation 

The Simulation is a full micro-simulation, that is to say, it operates at the level of 
simulating individual vehicles and their interactions. 

 

This is shown clearly in the close-up 
in Figure 3.1, where the individual 
vehicles can be seen. 

It is this granularity that allows 
Aimsun and Atkins to simulate 
individual CAVs. 

Figure 3.1 – Aimsun Simulation Detail 
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3.1.2 Rules Engine 

Rules Engines are near-real-time data engines using a variety of techniques for 
receiving, storing and publishing data. Within the rules engine, two overlapping 
categories of applications can be considered: 

 Vehicle Rules Engine (VRE): assimilates all the data available to each CAV and 
produce useful insights, including turning external data into new movement 
decisions and pack data to be sent externally. This has a wide variety of 
potential uses, such as vehicle performance optimisation and collaborative 
vehicle manoeuvring; 

 Network Rules Engine (NRE): processes and analyse the data submitted from 
multiple CAVs in the network and the data collected from the infrastructure 
such as inductive loop detectors and traffic signals. It is the aggregated 
Information Provider to all CAVs in the network. With the aggregated traffic 
flow, CAV location and CAV movement information from the infrastructure and 
individual CAV in the network, it calculates and provides information such as 
predicted congestion, parking availability and route choice to all CAVs. 

 

3.1.3 Integration 

From the early stages of the project, the NAU was provided as a cloud-based service 
which could be called from the Rules Engine, both for training the model, and to 
receive predictions from a trained instance.  Figure 3.2 shows the main components 
and data flows for the integrated arrangement.  The Python scripts encapsulate the 
websocket connectivity and secure access between the client and server. 

 

Figure 3.2 Aimsun/Atkins/React AI System Integration 
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For the final stages of the project React AI used data delivered directly from Aimsun, 
as a series of files, rather than the integrated methodology of the RE interaction.  The 
same processing scripts are used in both cases. 

 

3.2 Simulation Data and Analysis 
The Simulation was based on the central Bristol area, up to the Filton Road in the 
North (which formed the basis of the earlier phases of simulation and analysis).  
Aimsun spent considerable time to craft an accurate representation of the real road 
network to generate an accurate micro-simulation. 

 

Figure 3.3 – Aimsun Simulation Map 

 

Figure 3.4 – React AI Visualisation 

 

 
Figure 3.3 shows the Aimsun Simulation topography in a geospatial viewing tool, 
alongside a simplified rendering in React AI’s NAU Visualisation Toolkit in Figure 3.4.  
The latter is reduced to straight lines to represent each section, where the micro-
simulation required defined curves.  

 

3.2.1 Data produced 

Data were produced for each of the sections of the road network which make up the 
chosen area, for each time period.  Time periods were two minutes, and the 
simulations modelled the morning peak, from 07:00 to 10:00. 

Data for each detector/time point were vehicle counts and speeds, both aggregated 
and split out into cars, trucks and public transport. 

 

3.2.2 Processing 

The data from the Simulation is not subject to much processing before being fed into 
the NAU, the main exception being the addition of ‘free flow’ traffic speeds. 
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React AI’s data processing scripts first randomly allocate the Simulation output files 
into training, validation and test data sets.  The training files are then evaluated to 
build up a ‘network profile’ file, containing free-flow traffic speeds and average 
profile at each section by time of day. 

 

Figure 3.5 Data Processing Flow 

 

 

All scripts, including the processing scripts, were made available to Atkins and the 
other consortium members. 

Speed Adjustments 

Where there is a zero traffic flow on a given section or road, there is no corresponding 
speed available from the Simulation; this is not ideal, as we want the NAU to predict 
the future congestion, for which the equivalent speed on a clear road would be more 
meaningful.  Data readings where traffic flow is low (less than 10 vehicles in a two-
minute period) are therefore taken to represent a free=flowing traffic speed, and an 
average value for each vehicle type is built up from these points.  When flow is zero, 
this average is used to train the NAU, and to evaluate the predictions. 

Time Field Additions 

Although the Enki system understands time-sequence patterns automatically, it is not 
natively aware of calendar or day-related times, so additional fields are added to 
capture the time of day. 
 

3.2.3 Visualisation 

Visualisation of data, both incoming data and NAU results, is a vital part of 
undertaking this analysis.  Figures 3.6-3.8 show one of the base-line simulations 
displayed in three different ways  
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The first display is the absolute speeds.  
The second is relative to the average for 
the time of day at each section: this is 
mostly green, as the training set contains 
runs with more congestion than the 
baseline, so the average speeds across the 
set are slower. The third is relative to the 
free-flow traffic speeds on each section. 
 
(Note: the colour scales are different on 
each.) 

Figure 3.6 – Baseline Car Speeds 

 
 

Figure 3.7 –Speeds Relative to Average 
 

 
 

Figure 3.8 – Speeds Relative to Free-
Flow 

 

 

Having a tool to replay the simulations, as 
well as the predictions from the NAU and 
the corresponding errors, is a great help 
in investigation and tuning the model. 

Figure 3.9 shows a close-up of the 
Visualisation Toolkit UI in replay mode. 

Figure 3.9 – Visualisation in Replay Mode 
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3.2.4 Simulation Runs Undertaken 

The aim was to capture simulations of congestion which could be used to test whether 
the NN can make predictions above simply predicting the average flows for the time of 
day. I.E., the simulations should cover cases where deviations from usual flows can be 
detected and predictions made about knock-on traffic effects across the Bristol model. 

This resulted in a range of scenarios, listed in more detail in APPENDIX: Simulation 
Runs. 

 

3.3 NAU Model Background 

3.3.1 Previous NAU Status 

The previous phases of NAU evaluation have shown that a neural network can learn the 
spatial and temporal patterns from simulated data, but there had not been 
opportunity to learn meaningful patterns such as propagation of congestion using only 
data from the short (Filton Road) network used. 

There were also investigations into different data arrangements, reaching the 
conclusion that the NAU can be trained to predict speed (the most useful output) from 
the flow (the results produced by inductive loops).  This is also very encouraging, as it 
fits the expected real-world situation, where inductive loop data feeds into an NAU, 
which predicts future speeds and potentially passes its predictions back to a Rules 
Engine. 

 

3.3.2 Neural Network Arrangement 

React AI’s NAU is a bespoke implementation of their proprietary ‘Enki’ neural network 
engine, a system built on in-house C++ neural network technology. 

As detailed in analysis of the previous NAU stages, the basic model is one where flow 
data (from the simulated indicative loop detectors) is fed into the NNs, and the NNs 
trained to predict the speed data during the training phase.  In testing or operation, 
only the flow is fed into the model, yielding predictions of speed. 
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Figure 3.10: Model Training and Operation, Basic NAU 

 

 

3.3.3 Model Operation 

React AI’s data storage and processing require timestamps on all data points, and 
since multiple simulations are run for the same simulated date, these multiple runs 
will be loaded into separate ‘instances’ of the overall project. 

An ‘instance’ represents both a partition of data within the database (or the system 
would be confused by overlapping data from different simulation runs), and also a 
separate Enki engine, containing a websocket end-point, on the React AI servers. 

In default operation, the scripts create new instances for each new dataset loaded, 
though specific instances can be re-accessed via the API. 

The data from all instances is used to train a single shared model across the project. 
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Figure 3.11: Schematic of Data Flows from RE to NAU 

 

3.3.4 NAU Internal 

The Enki neural network technology is centred on a recurrent NN (RNN), a type of 
neural network suited to temporal sequences which can use their internal state (i.e. 
their memory) to processes sequences of inputs. 

Before this, each incoming data flow is fed through a fully-connected feature 
extraction NN, before the different message types are processed into the RNN.  Enki 
then trains the overall network to predict future expected messages. 

This is a significant simplification of the internal structure, but conveys the outline 
methodology. 

The set-up of the subnets (the feature-extraction nets, etc.) is all automatic based on 
the incoming data sets.  Configuration such as specifying that the speed array 
represents values to be predicted, not an input to the NNs, as well as set-up of 
projects and so on, can be done with through the web-based user interface, or from 
code via a websocket-based API. 

 

3.4 Connected Vehicles 
The next stage of the project is to introduce the presence of connected vehicles. 

The specifics of CAM-sourced information in the future remain to be fixed, and future 
versions of the NAU should align with the situation in the real world as it evolves.  
Collection at discrete roadside points is a possibility, but so too is wider-area 
collection, and there are options around sending a future variant of the NAU a much 
richer data set, including per-vehicle locations, headings and speeds.  CVs also offer 
potential for DENM environment messages to update a neural network model in real-
time with further information about the situation. 
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3.4.1 Location and Selection 

For the current investigation, it is assumed that additional data will be produced at 
individual geographical points; these relate to the various sections of the topography 
in the simulation. 

To align with the real world as far as possible, the starting point is to use the sections 
which correspond to existing inductive loop detectors, then add additional data into 
the model to represent future data sourced from CAMs transmitted by connected 
vehicles, and test its impact. 

 

Figure 3.12 shows the 
Bristol simulation model 
sections, with those 
containing one or more 
existing inductive loop 
detectors (IDLs) marked 
in orange.  These sections 
are included in all the 
NAU models. 

For selecting sections at 
less than 100% coverage, 
the sections within each 
cell with the highest 
flows are picked, as they 
would likely represent 
the sections of most 
interest to traffic 
operators.  

Figure 3.12: Simulation Map and Existing Detectors 

 

The sections reported on in practice would depend on the method of message 
collection, the details of local infrastructure, etc.  Wide area near-100% collection via 
the mobile phone network is quite probable, which would relate to 100% of sections in 
the NAU/Simulation models. 

For CV penetration below 100% there is also a calculation on whether a signal is 
produced for each section for each time period, using a probability based on 
percentage of CAVs and total traffic flow.  Where there is a CV, a variation to the 
simulated ground-truth noise is applied, declining as number of CVs increases. 

Overall, this means there are two independent variables in the configuration for each 
NAU run: the percentage CV penetration, and the coverage, i.e. percentage of the 
network sections which produce emulated CAM data points. 

 

3.4.2 Data produced 

Inductive loops measure traffic flow, i.e. a vehicle count; they have no direct 
measurement of speed, only an inference based on the flow and a speed/flow curve.  
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CAM-derived data, on the other hand, would contain an accurate speed based on the 
information in each message, but would not have an accurate count until CV 
penetration approaches 100%. 

Accordingly, the messages prepared from the raw Simulation data and fed into the 
NAU to emulate CAM data contain speeds, not flows, but may contain a null value with 
a probability based on the traffic flow and rate of CV penetration. 

This is clearly a simplification: a fuller model would assign connected-vehicle status 
and track individual vehicles through the simulation.  Given the uncertainties around 
just how CAM–derived data will look and be collated, however, it seems a reasonable 
one. 

 

3.5 Multi-Cell Approach 

3.5.1 Outline 

The NAU NN model built for the previous project stages had a fundamental limit on 
scalability: the incoming array of flow data feeds into a fully-connected neural net, 
which therefore scales as n2.  Limits were already being approached for the Filton 
Road analysis, and while better hardware would alleviate this, and could well allow 
training of the Bristol model, it was felt that a more robustly scalable solution should 
be found. 

The approach is to divide the network 
into ‘cells’, and feed the data from 
each one into a separate NN model. 
Comparing to Figure 3.11, the 
‘instances’ shown there are all within 
one Enki project, and share a NN model: 
in the final NAU, there is a separate 
project and model for each cell, which 
can be adjusted to an optimum size. 

To allow predictions of traffic effects 
which propagate across multiple cells, 
this requires that the ‘edge’ predictions 
of each cell are sent into the 
neighbouring cells as an additional 
message stream. 

 

Figure 3.13: Schematic of Multi-Cell 
Approach 

 

It may be that the ideal arrangement for Bristol is simply a single large NN model, 
trained with suitable compute power.  But the reason for researching this NAUv2 
model is that the divide-and-propagate solution is inherently scalable; it could be 
applied across the country using a network of NN model cells: different models would 
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learn the quirks of different cells, and cells could be trained with different amounts of 
data, depending on what is available. 

Another future approach is to leverage the ability of the Enki technology to link 
individual models together, to create a single NN model, trained via back-propagation 
as a single composite neural network, but without any one sub-network becoming too 
large. 

 

3.5.2 Cell Setup 

The network can be partitioned into an arbitrary number of cells.  The processing code 
and Visualisation Toolbox have a default methodology using k-means clustering.  This 
is a widely used method of grouping observations into clusters, aiming to minimise the 
overall distance of the points in each cluster from the cluster centre. Figure 3.14 
shows the results of partitioning the network into 2, 4 and 6 cells. 

Figure 3.14: Simulation Partitioned Using K-Means Clustering 

2 cells 

 

4 cells 

 

6 cells 

 

The tools also allow manual editing of cell contents using the mouse, from the 
Visualisation app. 

 

3.5.3 Edge Propagation 

Each NAU run is configured to propagate n signals (default is 10) between each 
neighbouring pair of cells.  The NAU processing code calculates the sections to use 
based on the fact they should be heading into the neighbouring cell, not out of it; and 
factoring in both proximity to sections in the neighbour, and the traffic flow. This 
produces a set of ‘edge nodes’ which represent the main traffic flows from node A into 
node B. 

Note that there is no need for the speed predictions and inputs to the NAU to align: 
speed predictions are requested for every section regardless of whether a section is 
feeding IDL or CAM messages into the NAU, and so all are available to act as edge 
nodes. 
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3.5.4 Operation 

Co-Ordination 

Co-ordination is handled by the Python scripts: the data is divided into separate 
messages and sent over multiple websocket connections to the separate projects.  
Predictions are similarly combined back into Bristol-wide predictions for evaluation by 
the error and metrics calculations, while accommodating the fact that each of the 
websockets operates independently and asynchronously.  This does make the Python 
scripts a bottleneck and a point of future lack of scalability, but as this is still only a 
research project that is not a concern for now; the methodology could later be split 
such that it does not go via a single process at any point. 

Training 

During training, at time t0, the loading scripts have not only the t0 flows from the  
detectors and speed from the CAMs, but also the t+n (i.e. n seconds ahead) ground-
truth speeds, which can be used as the predictions passed between neighbouring cells. 

There is a potential for a given cell’s model to become over-reliant on the edge 
predictions, as they will contain ‘future ground truth’ which is not actually available 
when the trained model is running.  Initial training runs can attempt to limit this with 
additional noise and drop-out (random data absences), and subsequent phases of 
training can use t0 ground-truth readings from within the cell, combined with the NN 
predictions from other cells, as the cells’ models become trained enough to make 
reasonable predictions.  

Running the Trained NAU 

In the operation of the trained NAU, the split data messages are sent to the Enki 
projects representing the cell models, predictions received back, and the appropriate 
subset of predictions sent to the neighbouring cells.  A second round of predictions are 
then received back and used as the result. This could be extended to further 
iterations; returning the predictions is a fast operation from the trained neural 
networks. 
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3.6 NAU Final Model 
Bringing together the connected-vehicle and multi-cell approaches, along with the 
previous versions of the NAU, gives a model with data flows as in Figure 3.15 and 3.16 

Figure 3.15: Model Training (highly simplified schematic) 

 

Compared to earlier versions of the NAU, there are now multiple data inputs, which 
arrive as three separate messages for each time period.  Enki is able to handle these, 
by creating feature-extraction neural nets for each message type, the outputs from 
which are fed sequentially into the main RNN. 

Figure 3.16: Model Operation 

 

Figure 3.16 shows the operation of the trained model(s): this is clearly more complex 
than the previous NAU, as the resulting predictions have to be fed back into the 
separate NAU projects. 
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4 Summary 
4.1 Project 
The NAU, in combination with the Rules Engine and the Aimsun simulation, represents 
an investigation into the future world of CAVs, with a particular emphasis on 
connected vehicles. 

The troika formed by the three companies and their respective systems and expertise 
represents a great example of the type of collaboration fostered by consortium-based 
projects like Flourish. 

4.2 Performance 
A performance analysis of the NAU is the subject of a separate document.  However, 
indicative metrics are in the table below: 

Preliminary Overall Performance Metrics, predictions of car speeds 10 minutes 
ahead vs. simulation results 

 
Cells 

CAM 
coverage 

CAV 
Penetration 

Average 
Error, 
km/h 

Av. Abs 
Error, 
km/h 

Standard 
Deviation, 

km/h 

Trial 3 4 50% 30% 0.2 3.5 5.5 

Trial 6 6 50% 30% -0.4 3.5 5.3 

Trial 7 8 50% 30% 0.0 3.4 5.2 

Trial 8 4 0% 0% -0.2 3.4 5.2 

Trial 9 6 0% 0% -0.1 3.4 5.3 

Trial 10 8 0% 0% -0.1 3.5 5.4 

Trial 11 4 100% 90% -1.1 6.4 9.1 

Trial 12 6 100% 90% 0.0 3.3 5.0 

Trial 13 8 100% 90% -0.3 4.1 6.0 
 

These are on fairly small test sets, and also further training may improve results: for 
example, trial 11 has CAM coverage from 100% of road sections and only four cells, so 
some of the data inputs will be very large arrays, requiring very large fully-connected 
neural networks which will be slower to train. 

However, at a first pass the results are clearly encouraging.  The “average of absolute 
error” metric is probably most useful for a use-case which requires estimates of 
journey times (as is the case for Atkins’ proposed travel-advice service), for which 
metric a value of below 4 km/h is excellent. 



    

 

 

React AI Network AI Unit Final Version Page 21 

 

4.3 Conclusion 
The emphasis on connected vehicles is well aligned with the wider Flourish project.  
The approach is also pragmatic, in that it yields tools to deal with a mixed world, 
partially populated by C(A)Vs.  This is likely to be the case for many years yet, even 
for countries such as the UK which are actively pursuing CAV technology for public 
roads.  By pooling the expertise of the three partner companies, we believe Flourish 
has produced a unique toolset and capability for modelling this world. 

Additionally, the performance metrics suggest that a neural-network-based approach 
to traffic network modelling, such as the NAU, can produce excellent results and 
should play a part in fully realising the value of CAVs on our country’s roads. 
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5 APPENDIX: Simulation Runs 
To gather a range of simulation results, different scenarios were implemented by 
Aimsun, as summarised below.  There is further detail on this in the Aimsun project 
document “Technical Note - Bristol Model Data Sampling”. 

The runs are grouped into 10 batches of 10 model runs. Each model run in each batch 
is run for 10 replications using different random seeds. Table 2 provides a high-level 
summary of the batches of model runs performed. 

Table 4.1 Model Runs and Descriptions 

Batch 

Number 

Description 

1 Flat growth: The base matrix is increased by a fixed percentage. 

2 Random Matrix (Std Dev 5% of base cell value): A random matrix Ri is 
derived from the original base matrix B, where the cell value of R, Rij is 
random variable with a value taken from a normal distribution based on 

the cell value of Bij and defined as: 𝑅𝑖𝑗~𝑁(𝐵𝑖𝑗, 0.05𝐵𝑖𝑗) If the random 

variable is less than zero then Rij is set to zero. 

3 Random Matrix (Std Dev 10% of base cell value): A random matrix Ri is 

derived from the original base matrix B, where the cell value of R, Rij is 

random variable with a value taken from a normal distribution based on 

the cell value of Bij and defined as: 𝑅𝑖𝑗~𝑁(𝐵𝑖𝑗, 0.10𝐵𝑖𝑗) If the random 

variable is less than zero then Rij is set to zero. 

4 Random Matrix (Std Dev 15% of base cell value): A random matrix Ri is 

derived from the original base matrix B, where the cell value of R, Rij is 

random variable with a value taken from a normal distribution based on 

the cell value of Bij and defined as: 𝑅𝑖𝑗~𝑁(𝐵𝑖𝑗, 0.15𝐵𝑖𝑗) If the random 

variable is less than zero then Rij is set to zero. 

5 Random Matrix (Std Dev 20% of base cell value): A random matrix Ri is 

derived from the original base matrix B, where the cell value of R, Rij is 

random variable with a value taken from a normal distribution based on 

the cell value of Bij and defined as: 𝑅𝑖𝑗~𝑁(𝐵𝑖𝑗, 0.20𝐵𝑖𝑗) If the random 

variable is less than zero then Rij is set to zero. 

6 M32 J2-J3 (North and Southbound) traffic link analysis: The base matrix 

has a fixed percentage of the link analysis added to it. 

7 A38 - North of Bearpit (North and Southbound) traffic link analysis: The 
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base matrix has a fixed percentage of the link analysis added to it. 

8 A4 Bath Rd. South of Bath Bridge Roundabout (North and Southbound) 

traffic link analysis: The base matrix has a fixed percentage of the link 

analysis added to it. 

9 Bedminster Parade South of Bedminster Bridge Roundabout (North and 

Southbound) traffic link analysis: The base matrix has a fixed percentage 

of the link analysis added to it. 

10 Coronation Rd West of Bedminster Bridge Roundabout (East and 

Westbound) traffic link analysis: The base matrix has a fixed percentage 

of the link analysis added to it. 
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6 APPENDIX: Glossary 
 

NAU Network AI Unit.  Component implemented by React AI 

CAV Connected and/or autonomous vehicle 

NN Neural Network.  A type of machine-learning computer program which 
learns patterns from data 

RE Rules Engine.  Component implemented by Atkins 

CV Connected Vehicle.  Future CVs are expected to produce CAMs 

CAM Cooperative Awareness Message.  Broadcast by CVs, containing 
information including vehicle speed and direction, see ETSI 
specification EN 302 637-2 

IDL Inductive Loop.  Traffic detection device which measure number of 
passing vehicles. 

RNN Recurrent Neural Network 

‘the 
Simulation’ 

Micro-simulation of the Bristol region, implemented by Aimsun and 
specifically developed for modelling CAVs 

Micro-
simulation 

Traffic simulation which works by modelling individual vehicles. 

Enki React AI’s in-house neural network technology and system. 

 

  

https://www.etsi.org/deliver/etsi_en/302600_302699/30263702/01.03.02_60/en_30263702v010302p.pdf
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