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in connection with this document and/or its contents.
This document is for public release.
This document has 23 pages including the cover.
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1 Introduction
React AI have been researching applications of neural network (NN) technologies to
the analysis of data from, and control of, Connected and Autonomous Vehicles (CAVs)
within the Flourish project.
This document is a brief summary of the implementation of the final iteration of the
Vehicle AI Unit (VAU) built to research aspects of autonomous vehicle control,
perception and navigation.

1.1 Background
Flourish is a multi-sector collaboration, helping to advance the successful
implementation of CAVs in the UK, by developing services and capabilities that link
user needs and system requirements.
React AI are specialists in Artificial Intelligence (AI), specifically Machine Learning
(ML) and its application to real-world data streams. RAI’s proprietary ‘Enki’ neural
network (NN) technology is centred on time-series data and the prediction of
upcoming events.
React AI had a remit to assist the Flourish project, generally under the ‘Data Capture,
Fusion and Visualisation’ work package. This fell into two areas: traffic-network-level
analysis, i.e. assimilating and predicting traffic flows; and in-vehicle-level,
assimilating and utilising the data from simulated and real mobile systems. The latter
requirements drove the research and development effort behind the VAU components.
React AI aim to exploit the research findings from Flourish in their mobile robotic
product range, and in accordingly the later stages of VAU work have been developed
with the end-goal of navigating in complex off-road human-populated environments.
This is also an area of great interest within the CAV domain directly.
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2 Implementation Summary
2.1 Project History
As context to the final VAU iteration, it is worth reviewing the progress of the work
throughout the project. At the start of Flourish, React AI’s Enki technology was
available as a cloud-based service (this remains the case, and forms the basis of the
Network AI Unit); as such, it was not optimised for deployment to a mobile system
such as a CAV. It was, however, already optimised for streaming data from multiple
sources, and indeed already operated a simulated mobile character in an online game
demonstration. Hence Enki was perfectly placed as a NN technology to be applied to
CAVs.
The broad sequence of VAU-related activities through Flourish is as follows:


Enki rework to local implementation. This included stripping out components
such as databases which formed an integral part of the cloud service solution.



Integration with Robot Operating System (ROS) - integration with a popular
standard for robotics platforms, including CAVs (the TSC Pod moved to ROS
during Flourish).



Integration with ‘behaviour tree’ component: this was integrated with both
ROS and Enki.



Simulations. Investigations of linking up simulation technologies and
environments including OpenAI, and culminating in the Pod simulation and the
‘CityWorld’ simulation environment.



Local hardware installations and embodiments:
o

Intel Euclid, on the Shoebot mobile robotic platform

o

Nvidia Jetson, controlling the Lutz Pod

o

Lenovo PC, integrated with the ‘CAVBot’ mobile robotic platform



Pod trial data gathering, during the trials at the UWE campus



Path-Following Module, neural network solution using Pod data and CAVBot
data



VAU v2.1, linking Enki and the path-following module with CAVBot via ROS
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3 VAU and Simulations
Simulations are ideal for generating the large amount of data needed for machine
learning algorithms, even if they cannot fully replace the need to gather real-world
data.
Fig 3.1 – Lutz Pod Simulation in Gazebo
React AI use Gazebo as their
baseline
simulation
engine,
amongst other reasons because
there is a seamless integration
with ROS, so aligning the
simulation with real mobile
platforms allows code written
against the simulation to transfer
easily to physical ROS-controlled
devices.

As well as simulations of the Pod, and React AI’s ‘Shoebot’ and ‘CAVBot’ platforms, a
simulated ‘City World’ environment was created, along with a computer-orchestrated
scenario to train the VAU. In this case the VAU is an instance of Enki, directly learning
from and controlling multiple simulated CAVs within City World.
Fig 3.2 - Screenshots from the ‘City World’ simulation

The fans of blue lines are a visualisation of the CAVs’ depth-sensors.
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The controlling scenario is that of a simple taxi-style service. In the scenario, each
VAU is given a pick-up location within the world, and guided to that location, at which
point it is given a drop-off location for its passenger (multiple VAUs may be given the
same pick-up location, in which case the first one gets the passenger). A system of
rewards is used to train the NNs via Reinforcement Learning. In this way, the Enkibased VAU learns to respond to the pick-up and drop-off signals, and to control the
CAVs around the city.
Fig 3.3 – Overview of Components for the City World Navigation Scenario

The components here are housed in ROS, to ease their transition to physical systems.
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4 Physical Embodiments
4.1 Intel Euclid and Shoebot
Shoebot was the first physical embodiment of the VAU. The compute power and
sensor suite are both provided by an Intel Euclid package, which has RGB and depth
cameras, inertial measurement unit, and other sensors.
Enki was used to drive Shoebot via a ROS node, including an experiment in transferring
a trained Enki model across from a simple 2D simulated world.
Fig 4.1 Shoebot Mobile Platform

Fig 4.2 Shoebot Simulation in Gazebo

4.2 Lutz Pod
During the summer of 2018, a body of data was gathered from the Transport Systems
Catapult’s ‘Pod’ vehicle, from both TSC’s and React AI’s data recording systems; the
subsequent goal was to train a neural network to follow a series of recorded images
around a path, and during 2019 to control the physical pod in this manner. React AI
and TSC also demonstrated the Enki-based VAU, installed to an Nvidia Jetson (an
embedded AI-tailored compute platform), controlling the Pod via ROS.
Fig 4.3 Euclid and Housing
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However, the Pod suffered a mechanical failure and was deemed to have reached the
end of its life, so after some consideration, React AI decided to move on to the final
phases of the project using a purpose-built mobile research platform, ‘CAVBot’.
The data gathered from the Pod trials was used as a basis for design and training of a
NN system for path navigation, with a view to refining the system based on data
gathered by CAVBot subsequently.

4.3 CAVBot
4.3.1 Background
Until mid-2018 the aim by early 2019 had been to pilot the TSC Pod under the control
of a neural-network component of the VAU. The Pod would provide a high-grade
sensor suite, a safety envelope guided by GPS-based ground-truth of its position, and
on-board messaging capability based around the ROS operating system. With the Pod
ruled out as an option (and the replacement ‘Pod Zero’ not having the equivalent
features), there was a need for an alternative.
The CAVBot mobile robotic platform was designed and built between late 2018 and
January 2019. After the TSC Pod was declared end-of-life, there was a consideration
of using the ‘Shoebot’ test platform, based round an Intel Euclid. However, the Euclid
is a discontinued product, the sensor suite is limited and the PC does not have spare
capacity for significant processing above analysing the Euclid’s own sensor data. The
scale of the Shoebot is also rather small. There was also the possibility of moving
entirely into simulation, but while this would have been a relatively straightforward
route, there was a feeling that there would not be the value available that a physical
solution would provide.
Accordingly, RAI designed the CAVBot. The scale is still applicable to operation in the
office, but it is also of a scale to allow outside operation, including off-road, which is
a key research target for RAI.
4.3.2 Design
CAVBot is built around a 3D-printed frame, with four pneumatic wheels driven by
electric motors via custom 3D-printed gearboxes. The motor boards and driver
software are custom-implemented by RAI. There is also a CAN bus linking the motor
driver boards and sensors, allowing for addition of further sensors to the platform.
There is a Wi-Fi receiver, which has been set up to receive commands from an X-Box
controller, and the ROS operating system has been installed. There is also an on-board
power supply.
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Fig 4.5 - CAVBot, with VAU on a laptop

Fig 4.6 - CAVBot internal wiring

4.3.3 Instrumentation and Integration
As of January 2019, CAVBot has the following sensors:




Microsoft Kinect, with mono/colour camera and depth sensors
Inertial Measurement Unit (IMU)
Odometry based on wheel velocity

The motors and motor control boards provide high-frequency reporting of motor state,
which would be necessary as input to a responsive control system.
There is also a GPS unit ready for installation, but the first research area involves
indoor operation, assuming no GPS signal is available.
An open-source SLAM (simultaneous location and mapping) package has been installed,
and RAI’s Enki software is available as a ROS node, allowing integration of the VAUv2
neural network solution with other technologies for further iterations of the VAU, both
within Flourish and beyond.
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5 Visual Path-Following
To bring together the Pod data, CAVBot, and RAI’s research aims, a neural-networkbased approach was designed, to guide a CAV along a route following a series of
images.
The NN is trained with pairs of images, spaced along the route, and taught to predict
the distance forward and sideways to move from one image to the next. In trained
operation, a store of images would be fed to the NN alongside the live sensor view,
allowing the NN to guide the CAV along the route. This should allow a CAV to follow a
path in the absence of GPS data. In a final product, this would form part of the overall
guidance mechanism.

5.1 Neural Network Goals
The idea behind the neural network component of the VAUv2 is to train the NN to
ascertain the relative position of one image from a route relative to another.
Figure 5.1 shows the three parameters Figure 5.1: Overview of Training Task
measured as the CAV (whether Pod,
CAVBot or other) moves along its route.
(The CAV rotation, or ‘twist’, is
exaggerated here for clarity: the
horizontal range of the sensors would
not capture within the image at point A
any of the image gathered at point B
with this amount of twist.)
In the case of the Pod, there is accurate
GPS-based ground truth, while for
CAVBot operating indoors there are
odometry-based motion estimates.
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5.2 Pod Data Integration
The Pod data was gathered as ROS ‘bags’, which were then processed using Python
scripts to extract key data on Pod position and heading alongside images. The data
were extracted to a binary file format, and the images to jpg format files, vastly
reducing the overall file size and most importantly increasing the speed with which
the required elements can be accessed as part of the NN training process.
Figure 5.2: Overview of Pod Data processing

The images can also be replayed from Figure 5.3: Pod Data Image
the bags, and from the binary store, to
allow manual inspection of the data,
which
can
be
invaluable
for
understanding the NN training process.
After image pairs have been extracted
from
the
data
store,
with
corresponding position data, they are
combined and fed into the neural
networks.
Further details of the processing are
given in APPENDIX: Pod Data

Figure 5.3 shows the viewer displaying the images from the bag-file, augmented with
information from the other messages (position, speed, etc.); the user can change the
replay speed with the arrow keys.

5.3 CAVBot Data Integration
The data from the CAVBot is processed in broadly the same way, though rather than
absolute GPS-based coordinates, odometry-based co-ordinates are used, i.e. based on
wheel movement. These will drift as the CAVBot moves, and so are not useful as
React AI

WP4.D3.VAU.Final

Page 12

absolute values, but they should be adequate to provide estimates of the delta
between two points along the route (the drift has been measured as around 0.3% using
raw motor readings, this can be improved using fusion with IMU data).
Figure 5.4: CAVBot Camera Image

Figure 5.5: CAVBot Depth Image

The CAVBot’s position being based on odometry does mean that, while it is relative to
a nominally fixed world-frame, the frame will in fact drift. Therefore, without further
correction mechanisms, the NN training has to be from image pairs collected in the
same sequence (and not using image pairs from separate runs as could be done with
the Pod data).

5.4 Neural Network Integration
React AI’s proprietary neural network software was not used for this phase of the
project, as its ability to model time-dependent situations is not of direct relevance to
what is more of a static image-processing task. Instead the task was implemented in
the commonly-used MXNet library.
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Figure 5.6: Images From Neural-Network Processing

Figure 5.6 shows a screenshot with an example of the processing applied. Two images
are extracted to form a training example, with multiple examples extracted to form a
‘batch’ for batch-based NN training. Their size is reduced to speed up training and
reduce necessary NN model size. The two extracted images are on the left in this
screenshot.
Each pair is then combined as shown on the top right, with alternate rows of pixels
interlaced. The idea behind this approach, rather than, say, stacking the images sideby side, is that information from both images is present within each ‘pool’ of pixels
which are processed in the convolutional neural network layers.
Finally the image is normalised so that the input values to the network are within an
optimal range for training, shown on the bottom right.

5.5 CAVBot, Path-Following and ROS Integration
For gathering further training data, a variety of ROS nodes are employed; Figure 5.7
shows a schematic of some of the principal elements used to generate the ROS bags
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containing the training data. Note that this shows a small sample of nodes, for
illustration: in reality there is a large array of nodes and topics running.
Figure 5.7: Schematic of Selected ROS Nodes and Topics During Data Collection

5.6 Enki Image Processing
While the visual path-correction is based around standard Convolutional NNs with no
regard for temporal characteristics, the CAVBot data has also been fed into the Enki
NN engine via CNNs.
This represents a complementary approach to the static image comparisons. The Enki
engine can output what it ‘imagines’ it will see next, if desired; moreover it
represents a holistic and predictive view of the environment than a time-agnostic
approach. Initial results are highly encouraging, and future combinations of VAU
components will likely wrap this approach together with the path-following module.
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6 Final VAU Combinations
Figure 6.1 shows an arrangement of VAU components from the Flourish project,
deployed via ROS to CAVBot.
The path-following NN solution is used to locate the position on a recorded path (by
seeing which image has the closest range), and also produce steering messages. Using
an Enki NN engine allows more sophisticated data-fusion-based actions, for example
learning to ignore the suggestions from the path-following NN when they seem to
conflict with current and recent state.
Figure 6.1: Schematic of Selected ROS Nodes and Topics

All the components in Figure 6.1 have been completed as part of Flourish, but their
specific arrangement and subsequent deployment, and corresponding data-gathering
and NN training, will be an ongoing process.
The direct Enki image processing mentioned in section 5.6 is still work-in-progress, but
(like the integrated behaviour-tree/neural-network component from earlier in the
project) it is intended to merge this into future variations of the VAU.
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7 Summary
The Flourish Project, and the wide range of Consortium Partners, has represented a
fantastic opportunity for investigating just how the upcoming technology of CAVs can
be applied securely and for the benefit of society, including the role data analytics
and AI have to play.
Work done on the Vehicle AI Unit over the course of the Flourish project has covered
many different aspects of CAV data processing, in collaboration with multiple
Partners, especially Airbus and the Transport Systems Catapult.
By leveraging React AI’s proprietary Enki technology, along with undertaking an array
of physical and software solutions, React AI have produced a toolkit of outputs for
real-time system analysis and control, relating to CAVs and also with crossover into the
wider robotics domain.
The final version of the VAU produced from the Flourish project combines multiple
neural-network components and is embodied in a bespoke-designed and –developed
CAV research platform.
React AI’s continued focus on interaction of mobile robotics within complex, humanpopulated environments should continue to produce innovations of benefit to the
wider CAV research ecosystem.
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8 APPENDIX: CAVBot Details
CAVBot Pictures
The large foam pads are to prevent damage to any of the office furnishings as much as
the CAVBot, as the motors can move it at a reasonable speed.

Main internal space and wiring

Side view

Front view

Circuit boards and breaker
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Main sensors

Inertial measurement unit

CAVBot CAD Renderings
CAVBot has been modelled with a Computer Aided Design package, to enable 3D
printing of the parts, and for transfer to a simulation.
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CAVBot Control Software UI: Main Screen
The main screen of the user interface shows the details of the four motors, such as
torque, speed, etc.

CAVBot Control Software UI: Motor Controller Details
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9 APPENDIX: Pod Data
Pod Data Points and Locations
The image below shows the points where a picture was taken by the Pod’s Bumblebee
camera and captured to a bag-file, each as a blue dot. The regular repetition of the
Pod’s loop during the Flourish trials is clear.

Data Volumes
At the end of the 2018 summer trials, some 64 bag-files had been collected, totalling
397 GB. However, many of these were zero size, so there were actually 27 useable
bags.
Moreover, for some of these the Pod was static most or all of the time: overall there
were 15 with useable images, covering 9,200 Bumblebee data points (each data point
being a stereo image).
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When stored as 9,200 jpg files plus the training data store, total file size for training is
2.7 GB

Screenshots: pod data viewer examples

Screenshots: Training data viewer examples
These typical image pairs show the difficulty of the task required from the neural
nets: people, cars and other objects move, trees look different from different angle,
and it must learn to ignore clouds, for example.
Image 1

React AI

Image 2
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